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SUMMARY
Results-driven Senior Data Engineer with 10 years of experience designing and optimizing enterprise scale data platforms in financial and regulated domains. Expertise in building end-to-end ETL/ELT pipelines using Databricks (PySpark, Spark SQL), AWS EMR, Azure Data Factory, and Snowflake. Strong in cloud-native architectures, medallion design, and advanced SQL for analytics and risk reporting. Proven track record in performance tuning, data quality engineering, CI/CD automation, and delivering scalable, high-performance data solutions. Experienced in delivering consulting-oriented data platform solutions that align modern Lakehouse architectures with enterprise analytics, business strategy, and stakeholder objectives
CERTIFICATIONS
Microsoft Certified Azure Data Engineer (DP- 203)
· Validated expertise in designing and implementing Azure data solutions, building ETL pipelines with Azure Data Factory, and optimizing data storage using Azure Data Lake and Synapse Analytics.

Databricks Certified Data Engineer Associate
· Demonstrated proficiency in building production-grade data pipelines with PySpark, Delta Lake, and Databricks workflows, with focus on medallion architecture, data governance, and performance optimization.

Databricks Certified Generative AI Engineer Associate
· Demonstrated expertise in Large Language models (LLMs), prompt engineering, vector search, and Retrieval-Augmented Generation (RAG) for building production- ready AI applications.

Snowflake SnowPro Core Certification
· Certified in designing cloud-native data warehouse architectures, performance optimization, secure data sharing, and scalable analytics workloads in Snowflake environments integrated with modern Lakehouse ecosystems.
SKILLS
Cloud & Data Platforms:
Azure (ADLS Gen2, Azure Data Factory),
AWS (S3, EMR, Glue, Athena, Lambda, Redshift),
Snowflake (Warehouses, Snowpark, Streams, Tasks)

Data Engineering & Processing:
PySpark (RDDs, DataFrames, Spark SQL), Hadoop (HDFS, YARN), Advanced SQL (CTEs, Window Functions, Performance Tuning), Python (Pandas, NumPy)

Databricks & Orchestration:
Databricks (Delta Lake, Workflows, Medallion Architecture, Unity Catalog, Autoloader), Apache Airflow

DevOps & CI/CD:
GitHub, GitLab, Azure DevOps, Jenkins

Data Governance & Security
Unity Catalog
Role-Based Access Control (RBAC)
Metadata Management
Data Lineage
Data Quality Frameworks

Performance & Optimization:
Spark Performance Tuning, Delta Lake Optimization, Query Optimization, Partitioning Strategies, Cluster Autoscaling.

EXPERIENCE
Sr. Data Engineer
Elevance Health	 
June 2024 – Till Date, Columbus, OH
Tech Stack: Microsoft Azure, Azure Data Factory, Azure Databricks, PySpark, Apache Spark, Azure Data Lake Storage Gen2 (ADLS Gen2), Delta Lake, Azure Event Hubs, Spark Structured Streaming, Azure Functions, Snowflake, Azure DevOps, SQL, Azure RBAC, Managed Identities, Service Principals, Azure Monitor, Log Analytics

· Architected enterprise-grade data ingestion frameworks using Azure Data Factory to integrate structured and semi-structured data from APIs, relational databases, and external sources into Azure Data Lake Storage Gen2 using metadata-driven, parameterized pipelines and dynamic datasets to enable scalable and reusable ingestion.
· Designed and developed scalable transformation pipelines in Azure Databricks using PySpark leveraging modular notebook-based frameworks, reusable functions, and Spark DataFrame APIs to handle large, distributed workloads efficiently.
· Established a governed, multi-layered data lake architecture in ADLS Gen2 using bronze, silver, and gold layers implementing Delta Lake with ACID transactions, schema evolution, and data quality enforcement across layers.
· Implemented near real-time data ingestion using Azure Event Hubs and Spark Structured Streaming with checkpointing, watermarking, and micro-batch processing to handle late arriving and high-volume streaming data.
· Built event-triggered serverless processing using Azure Functions integrated with Event Grid to automate ingestion triggers, lightweight transformations, and file-based processing workflows.
· Leveraged Delta Sharing to eliminate data replication delays by enabling data-as-a-product capabilities and secure cross-domain data sharing for real-time analytics access.
· Orchestrated complex data dependencies and scheduling using Azure Data Factory pipelines, triggers, and monitoring dashboards implementing retry logic, conditional branching, and dependency chaining for reliable workflow execution.
· Applied advanced Spark optimization techniques including partition pruning, caching strategies, cluster sizing adjustments, Delta Lake optimizations, and file size tuning including broadcast joins, predicate pushdown, ZORDER, and small file compaction to improve performance and reduce execution time.
· Integrated Snowflake with Azure Databricks and ADLS to enable scalable analytical querying and seamless data delivery to enterprise BI platforms.
· Implemented CI/CD automation using Azure DevOps pipelines to manage source control integration, automated testing, artifact management, and controlled release processes.
· Designed comprehensive source-to-target mappings and implemented complex business transformation logic to build harmonized and curated enterprise datasets.
· Developed data validation, cleansing, and reconciliation processes using PySpark and SQL to ensure data accuracy, schema consistency, and reliability.
· Configured enterprise-level security controls using Azure RBAC, managed identities, service principals, and secure ADLS access configurations to enforce least-privilege principles.
· Created reusable and parameterized Databricks notebooks and shared utility libraries to standardize coding practices and improve maintainability across teams.
· Integrated Azure Key Vault with Databricks and ADF to securely manage secrets, credentials, and connection strings, eliminating hard-coded configurations and enhancing security compliance.
· Supported modernization of legacy data warehouse environments by migrating Teradata workloads into Azure-based distributed processing frameworks.
· Implemented Unity Catalog for centralized metadata governance to manage fine-grained access control, data lineage, and centralized data governance across Databricks workspaces and data assets.
· Delivered analytics-ready curated datasets optimized for BI and reporting platforms by applying structured modeling and performance-tuned Spark transformations.
·  Designed and implemented incremental data loading strategies in Azure Data Factory and Databricks using watermarking, change data capture patterns, and Delta Lake merge operations to ensure efficient processing of large evolving datasets.
· Optimized storage and query performance in ADLS Gen2 by implementing file partitioning strategies, Parquet columnar formats, and data layout optimization techniques, improving downstream query efficiency and reducing compute costs.
· Established end-to-end monitoring and observability for Azure data pipelines by configuring ADF monitoring dashboards, Databricks job tracking, log analytics integration, and proactive alerting to quickly identify and resolve production issues.
· Designed data-as-a-product strategy using Delta Sharing to standardize reusable, governed datasets across domains and reduce redundant data pipelines.
· Implemented data governance and metadata management practices across ADLS and Databricks by enforcing naming standards, schema version control, lineage documentation, and access auditing to improve transparency and regulatory compliance.


Sr. Data Engineer
Elevance Health	
July 2023 - June 2024, Columbus, OH
Tech Stack: AWS, Amazon S3, AWS Glue, Amazon EMR, PySpark, Apache Spark, Apache Kafka, Spark Streaming, Snowflake, Amazon Redshift, Amazon Athena, Apache Airflow, AWS Lambda, AWS Step Functions, AWS CloudWatch, Terraform, AWS CloudFormation, Jenkins, GitLab CI/CD, SQL, IAM

· Led the end-to-end design and implementation of an enterprise-scale AWS data lake on Amazon S3, structuring raw, staged, curated, and analytics layers to support scalable ingestion and optimized analytical consumption.
· Developed complex ETL pipelines using AWS Glue and PySpark to process large-scale healthcare claims data, implementing schema validation, incremental loads, and business rule-driven transformations.
· Executed large-scale migration of legacy Teradata workloads to AWS by designing JDBC-based extraction frameworks, transforming data using EMR Spark, and loading curated datasets into Snowflake.
· Engineered distributed batch processing solutions on Amazon EMR with optimized Spark configurations, cluster tuning, and parallel processing for high-volume data workloads and historical backfills.
· Designed event-driven data ingestion architectures using AWS Lambda, S3 triggers, and Step Functions to automate file-based ingestion workflows with built-in error handling and orchestration.
· Orchestrated complex, interdependent workflows using Apache Airflow, implementing SLA tracking, dependency management, retry strategies, and operational alerting for production pipelines.
· Built serverless analytics solutions using Amazon Athena and AWS Glue Data Catalog, enabling efficient ad hoc querying with optimized partitioning strategies over large datasets in S3.
· Designed and implemented dimensional data models using Star Schema in Snowflake and Amazon Redshift to improve query performance and reporting consistency.
· Implemented near real-time data pipelines using Apache Kafka and Spark Streaming to process streaming data and persist curated outputs into S3 and Snowflake.
· Designed and optimized AWS Glue jobs using partitioning, pushdown predicates, job bookmarking, and incremental processing techniques to improve performance and reduce runtime costs.
· Orchestrated multi-step ETL workflows using AWS Step Functions to coordinate Glue, Lambda, and EMR jobs with fault tolerance, retry logic, and parallel execution patterns.
· Automated infrastructure provisioning using Terraform and AWS CloudFormation to enable consistent and repeatable deployments across development, QA, and production environments.
· Implemented CI/CD pipelines using Jenkins and GitLab CI/CD to automate code validation, testing, artifact management, and deployment of data engineering workflows.
· Optimized Spark jobs using partitioning strategies, file compaction, compression formats, executor tuning, and parallelism adjustments to improve performance and stability.
· Implemented robust data security and governance controls using AWS IAM, KMS encryption, S3 access policies, and Snowflake masking to ensure compliance with healthcare data standards.
· Developed data quality and monitoring frameworks using PySpark, SQL, Airflow logs, and AWS CloudWatch to validate data accuracy, ensure pipeline reliability, and proactively resolve performance issues.

Sr. Data Engineer
Anthem Healthcare	
July 2022 - June 2023, Chicago, IL
Tech Stack: Microsoft Azure, Azure Data Factory, Azure Databricks, PySpark, Apache Spark, Azure Data Lake Storage Gen2 (ADLS Gen2), Snowflake, Azure Event Grid, Azure Functions, Power BI, SQL, Azure Key Vault, Azure RBAC, Terraform, Azure DevOps, Azure Monitor

· Led enterprise healthcare data modernization initiatives by designing cloud-native ingestion and transformation pipelines across Azure Data Factory, ADLS Gen2, Azure Databricks, and Snowflake.
· Developed scalable on-prem to Azure migration frameworks, transitioning legacy Teradata workloads into distributed Spark-based processing with curated outputs in Snowflake.
· Designed logical and physical data models in Snowflake using dimensional modeling, Data Vault principles, and relational techniques to support enterprise reporting and regulatory analytics.
· Engineered high-performance PySpark transformation workflows in Azure Databricks, applying clustering, partitioning, caching, and job configuration tuning for stable distributed execution.
· Built secure and governed enterprise data lake architecture in ADLS Gen2 with structured zone separation and controlled ingestion standards for healthcare claims and provider datasets.
· Implemented event-driven ingestion patterns using Azure Functions, Event Grid, and ADF triggers to automate data movement and reduce manual intervention across upstream systems.
· Created Snowflake external stages and optimized storage integration over ADLS, enabling efficient data loading and seamless BI consumption through Power BI.
· Designed and maintained complex source-to-target mappings to load Harmonized and Curated data layers in Snowflake, supporting downstream actuarial and compliance reporting.
·  Established strong data privacy and governance controls using Azure Key Vault, RBAC, ADLS access policies, and Snowflake row-level security and masking policies aligned with HIPAA requirements.
· Automated infrastructure provisioning using Terraform and ARM/Bicep templates, integrating deployments into Azure DevOps pipelines for consistent multi-environment configuration.
· Implemented CI/CD standards using Azure DevOps with branch policies, pull request validation, automated testing, and controlled release workflows for enterprise-grade data solutions.
· Developed robust data profiling, validation, and reconciliation processes using Snowflake SQL and PySpark to ensure data integrity across large healthcare claims datasets.
· Integrated multi-source enterprise data including APIs, relational databases, flat files, and streaming platforms into Azure and Snowflake ecosystems for a unified reporting layer.
· Monitored production data pipelines using Azure Monitor, ADF dashboards, and Snowflake query insights to proactively address performance bottlenecks and SLA risks.
· Directed cross-team collaboration with analytics, actuarial, and compliance teams to deliver governed, analytics-ready datasets aligned with enterprise reporting standards.
· Established standardized data engineering frameworks by defining reusable pipeline templates, parameterized configurations, and shared utility modules across ADF and Databricks, improving maintainability and reducing onboarding complexity for new team members.
· Implemented advanced workload optimization strategies by configuring Databricks cluster policies, job parallelism controls, and Snowflake warehouse sizing to ensure consistent performance during peak healthcare reporting cycles.
· Designed and documented enterprise data lineage and impact analysis workflows by integrating metadata tracking within Snowflake and Azure environments, enabling traceability across ingestion, transformation, and reporting layers for audit readiness.

Data Engineer
American Family Reinsurance	
June 2020 - December 2021, Hyderabad, India
Tech Stack: AWS, Amazon S3, AWS CloudWatch, Databricks, Apache Spark, PySpark, Delta Lake, Snowflake, Snowflake SQL, PL/SQL, Spark MLlib, SQL, CDC, Git, Databricks Jobs

· Designed a cloud-based data processing platform on AWS to centralize Property & Casualty insurance data, enabling scalable ingestion and analytics for claims, policies, underwriting, and risk assessment datasets.
· Built distributed ETL workflows using Databricks (Spark and PySpark) to process large structured and semi-structured datasets, implementing transformation logic aligned with insurance business rules.
· Implemented a Delta Lake architecture on Amazon S3 to support transactional consistency, historical versioning, and reliable replay of claims data for audit and actuarial analysis.
· Developed reusable PySpark transformation modules to standardize data cleansing operations such as deduplication, null handling, data normalization, and cross-source enrichment.
· Modeled analytical datasets in Snowflake using dimensional and hybrid modeling techniques to support actuarial reporting, loss trend analysis, and risk evaluation.
· Wrote advanced Snowflake SQL and PL/SQL logic including window functions, multi-level joins, and stored procedures to support complex insurance reporting requirements.
· Established incremental data processing patterns using Change Data Capture logic and Delta merge strategies to handle evolving claims and policy updates.
· Optimized distributed Spark workloads by tuning partition strategies, join operations, caching mechanisms, and executor configurations for stable large-scale batch execution.
· Improved Snowflake query performance by implementing clustering strategies, warehouse sizing adjustments, and materialized view optimizations for high-volume analytical workloads.
· Built data validation and reconciliation routines using PySpark and SQL to ensure data integrity across ingestion and transformation layers.
· Collaborated with actuarial and risk modeling teams to prepare curated datasets for statistical modeling, feature engineering, and predictive analysis initiatives.
· Implemented anomaly detection logic using Spark MLlib to flag irregular claim behavior patterns and support fraud analytics workflows.
· Established deployment workflows for Databricks jobs and Snowflake objects using version-controlled repositories and automated promotion processes across environments.
· Managed Databricks job scheduling, logging, and failure-handling mechanisms to maintain reliability of recurring insurance data processing pipelines.
· Configured and tuned Databricks cluster policies and autoscaling behavior to balance compute performance and cost efficiency during high-volume claims processing cycles.
· Designed and maintained data access controls and secure integration patterns between Amazon S3, Databricks, and Snowflake using role-based access configurations and controlled data sharing mechanisms to safeguard sensitive insurance datasets.
· Performed workload impact analysis and capacity planning for large insurance data processing cycles, proactively adjusting cluster sizing, job concurrency, and Snowflake compute allocation to maintain consistent performance during peak reporting periods.
· Implemented structured logging and operational audit mechanisms within Databricks jobs and Snowflake procedures to capture execution metadata, processing statistics, and error traces, improving traceability and simplifying root cause analysis for production incidents.


Technology Analyst/Data Engineer
P&G - Infosys	
September 2016 - June 2020, Hyderabad, India
Tech Stack: Microsoft Azure, Azure Data Factory, Azure Blob Storage, Azure Synapse Analytics, Azure Databricks, Python, SQL, SQL Server, Parquet, Power BI, Azure DevOps

· Designed and implemented an Azure-based data lake using Azure Blob Storage, organizing raw, curated, and analytics-ready datasets into layered containers to support scalable data ingestion and downstream analytics.
· Designed and maintained an Azure-based data lake using Azure Blob Storage, organizing raw and curated datasets to support enterprise analytics and reporting initiatives.
· Built scalable ETL and ELT pipelines using Azure Data Factory to ingest structured data from operational systems into Azure storage and Synapse Analytics.
· Developed transformation logic using SQL and Python to convert raw data into analytics-ready formats including Parquet and structured warehouse tables.
· Modeled data in Azure Synapse Analytics by designing fact and dimension tables using star schema principles to enable efficient BI reporting.
· Wrote complex SQL queries with joins, aggregations, window functions, and subqueries to support analytical reporting requirements.
· Optimized SQL Server and Synapse query performance through indexing strategies, partitioning, and execution plan tuning.
· Implemented incremental data loading and change data capture mechanisms in Azure Data Factory to reduce processing overhead.
· Utilized Azure Databricks and Python for advanced data cleansing, enrichment, and transformation of large datasets.
· Delivered curated datasets to Power BI, enabling consistent KPI reporting across multiple business functions.
· Implemented logging, monitoring, and alerting mechanisms within Azure data pipelines to ensure production stability.
· Automated deployment of Azure Data Factory pipelines and SQL artifacts using Azure DevOps CI/CD workflows.
· Conducted root cause analysis for pipeline failures and data inconsistencies, ensuring reliable data delivery to downstream systems.

System Engineer
Travelers - Infosys	
September 2015 - August 2016, Hyderabad, India
Tech Stack: Informatica PowerCenter, Informatica IDQ, Control-M, SQL, Relational Databases, ETL, Data Quality, Batch Processing

· Supported a global Customer Master & Data Quality platform by monitoring and troubleshooting Informatica PowerCenter ETL workflows and Control-M batch schedules.
· Provided production support for a global Customer Master and Data Quality platform built on Informatica PowerCenter and Control-M batch scheduling.
· Monitored and maintained daily ETL workflows to ensure timely completion of customer data loads across multiple geographic regions.
· Investigated and resolved workflow failures, session errors, mapping issues, and dependency breakdowns to maintain SLA compliance.
· Used Informatica IDQ for data profiling and cleansing, identifying duplicates, null values, format inconsistencies, and validation rule violations.
· Troubleshot Control-M job scheduling issues including dependency failures, environment-specific errors, and batch delays.
· Created and modified database objects such as views, indexes, and stored procedures to support reporting and ETL processes.
· Documented incident resolutions, ETL logic updates, and operational procedures to improve knowledge sharing and support efficiency.

EDUCATION
B. Tech in Chemical Engineering (2015)
Andhra University • Visakhapatnam, India
Masters in Information Technology (2023)
University of Cumberlands • Williamsburg, Kentucky
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